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Abstract—In the past decade, Location-Based Social Networks
(LBSNs) have attracted attentions from both the academia and
industry. All LBSN sites are venue-centric, i.e., each review or
check-in must be associated with a venue. Despite the importance
of the venues, there still lacks a systematical study on LBSN
sites from the venues’ perspective. To fill this gap, we conduct a
comprehensive study on Dianping, the largest online review site in
China, with data of more than 506K venues. We first characterize
the demographics of each venue. We then measure the venue
popularity through real-time reviews. Finally, we propose the
concept of “venue network” to study the linkage among the
venues. Our paper not only provides a clear picture of venues
on Dianping, but also sheds light on potential applications in
LBSNs.

I. I NTRODUCTION
Nowadays LBSNs have become extremely popular
around the world. Representative LBSN sites include Yelp,
Foursquare, and Dianping. Being the dominant LBSN service
in China, Dianping has a history of more than 10 years since
April 2003, half a year earlier than Yelp [4], a representative
location-based review service in the US. As the most highly
ranked online review site in China, Dianping can be accessed
from both desktop PCs and mobile phones. Until the third
quarter of 2015, Dianping attracted more than 20 billion
monthly page views, and over 85% of Dianping’s page views
are from mobile users 1 .
Similar to other LBSN platforms like Foursquare and Yelp,
the venue information is indispensable for all types of user
activities including check-ins and reviews. Despite the importance of venues, most of the existing studies of LBSNs utilize
a user-centric fashion [10], [11], [12]. However, looking at this
problem from the venues’ perspective will help to understand
LBSN platforms in a more fundamental way, as venues play
a key role for all activities in LBSNs.
In this paper, we conduct a measurement study of Dianping,
based on our crawled data of more than 506K venues. As far
as we know, this is the largest data set of venues in Dianping.
Our goal is to conduct a thorough study of these venues
at the macroscopic level. To achieve this, we look into the
venues from three key aspects, i.e., key attributes in venue
profiles, users’ real-time reviews for venues, and the links
among different venues. We have made the following major
contributions:
1 http://www.dianping.com/aboutus

(1) We conduct a demographic analysis by referring to
several key attributes of the venues, including the information
of category, geo-location, verification, and group buying. First,
we can see the popularity among all 14 different categories,
and we find the “food”, “shopping” and “life” categories cover
69.93% of all venues. Second, we look at the venues from a
spatial aspect, and investigate the geographic distribution of
the venues. Third, we show the difference between verified
and unverified venues, and we study the group buying deals.
(2) Users are allowed to post their opinions or record their
visits for a venue, and these user-generated contents (UGCs)
cover the major part of a venue’s online information. Among
different types of UGCs, we focus on the real-time reviews,
which must be posted as soon as the user visits the venue.
Such reviews would not only reveal people’s opinions about
venues, but also tell people’s up-to-date locations. We first
study the statistical features of real-time reviews, and fit the
distribution of real-time reviews into a two-term exponential
model. Moreover, we use the number of real-time reviews
to determine which venues can attract more users. We have
found that the “food” category covers a large portion of
popular venues, and being a verified venue will be helpful for
attracting more visitors. Also, we investigate both the daily
and weekly periodic patterns of real-time reviews. We can see
the difference among hours/days in terms of popularity.
(3) We build a “venue network”, which is an undirected
graph, to reflect the linkage among venues. By examining a set
of classic metrics, we study the distribution of the node degree,
clustering coefficient, and the sizes of connected components.
Similar to major OSNs’ social graphs, the venue network has
an average degree of 70.28. There is a single largest connected
component (LCC) covers 66.52% of all nodes. Meanwhile,
in particular, the venue network has an average clustering
coefficient of 0.45, which is much higher than major OSNs’
social graphs.
To the best of our knowledge, this is the most comprehensive analysis work of venues in LBSNs. We have
discovered a series of unknown properties of venues from
different perspectives. Our results would be useful for relevant
entities, for example, providing information for users about
“where to go”, telling a venue owner whether her venue
is attractive, estimating the traffic pattern of LBSN services
for an Internet Service Provider (ISP), and helping a LBSN

operator schedule their servers in a cost-effective way while
providing a satisfactory user experience.
II. BACKGROUND AND DATA C OLLECTION
For a Dianping user, any content she wants to publish is
required to have an associated venue. A venue is a point of
interest, for example, a restaurant, a park, or a hospital. When
a user wants to either leave a review or conduct a check-in, a
venue must be specified. Dianping maintains the information
of millions of venues. Therefore, investigating venues in depth
will be useful to understand the Dianping platform.
To perform a data-driven study, we need to collect a representative data set from Dianping, including a large amount of
venues. There are three key challenges. First, similar to other
OSN sites, the Dianping platform runs a very strict IP addressbased rate limit policy. Our crawling should be fast enough to
get a large data set without hitting the rate limit. Second, for
a Dianping venue, it has both a web-based profile page and
a mobile application-based profile page. Its key information
can be distributed between these two different pages, and thus
we should make good use of both. Last but not least, we
should perform the crawling in an unbiased way, and thus
the collected data subset can reflect the characteristic of the
entire set of Dianping venues.
We have carefully addressed these three challenges in our
data collection process. First, to speed up our crawling under
the rate limit, we introduced a distributed crawling framework,
so-called crowd crawling [3]. We launched 45 virtual instances
on the Microsoft Azure platform, and each of them has a
unique public IP address. Therefore, our crawling is much
faster than running crawlers from a single IP address. Second,
we pay attention to both a user’s web-based profile and mobile
application-based profile. Every venue in Dianping is assigned
a numeric ID. We fetch both of these profiles by visiting
http://dianping.com/shop/ID and http://m.dianping.com/shop/
ID, and we put the fetched information together. Third, we
find that Dianping assign IDs to venues in a chronological
order. The earlier the venue is registered, the smaller ID it
has. We discover the maximum ID, i.e., 21604280. During
our crawling, we generate a UID randomly between 1 and
MAXUID for every attempt.
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TABLE I: Venue Categories
Category
Baby
Beauty
Car
Education
Food
Home
Hotel
Fun
Movie
Life
Shopping
Sports
View
Wedding

Examples
Children’s photography, early childhood education
Cosmetics, hairdressing, yoga
Car wash facilities, gas stations
Schools, universities, and training institutions
Restaurants, cafes, and snack bars
Home improvement
Hotels and hostels
Karaoke, bath center, massage parlors
Cinemas, theatres
Banks, hospitals, pets, schools, real estates
Supermarkets, shopping malls
Fitness clubs, stadiums, gymnasiums
Scenic spots, amusement parks
Marriage services

To retrieve a venue’s profile, we use Selenium 2 , which is
a suite of tools to automate web browsers. With the help of
Selenium, our crawler can act as a legitimate user who uses
the Firefox browser to access Dianping. Our data collection
started on Aug. 12, 2015 and finished on Aug. 27, 2015. We
have attempted to access 960,033 UIDs, and 506,004 of them
are valid. For each venue, we collected its created time, venue
ID, name, address, group buying information, and ratings.
Also, we recorded whether the venue was a verified venue.
Furthermore, we crawled all the real-time reviews generated
by users. A real-time review must be posted when the user
is visiting a venue. Compared with standard reviews, realtime reviews can record the presence of users. Compared with
check-ins, real-time reviews have detailed comments, rather
than leaving the “visit time” information only.
To the best of our knowledge, none of existing studies have
used a larger venue data set from Dianping [6], [8], [15]. From
Fig. 1 we can see the evolution of the number of venues in
Dianping. The x-axis denotes the year information, and the
y-axis represents the number of venues created in each year.
We can see that new venues are added to Dianping from time
to time.
III. V ENUE DATA A NALYSIS
In this section, we conduct a series of analysis using the
crawled Dianping venue data. To demonstrate the difference
among different types of venues, we first analyze some key attributes in Section III-A. Afterwards, to understand the UGCs
of the venues, we investigate real-time reviews published by
users in Section III-B. Last but not least, we introduce a “venue
network” to characterize the linkage among venues, and we
further study this network in Section III-C.
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Fig. 1: Number of Newly Added Venues in Each Year

In this section, we focus on four key attributes of a Dianping
venue’s profile as follows.
(1) Category: Table I shows function-based categories of
venues. From this table we can see that the venues offer
2 http://www.seleniumhq.org/
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Fig. 2: Distribution of Venue Categories
(Category Distribution Entropy: 2.8707)

different types of services. (2) Geo-location: each venue’s
profile has a pair of longitude and latitude coordinates to
reflect its geo-location. (3) Verification: The owner of a venue
can request for a “verified” badge. This badge confirms that
Dianping has verified the correctness of the venue information,
including the address, name of the venue, and the business
qualification. We can classify venues into “verified venues”
and “unverified venues”. (4) Group buying: A venue might
sale some “group buying” products to users. These products,
for example, some special meals, are offered with a discount.
As shown in Table I and Fig. 2, there are 14 venue categories. Among all categories, the top three categories are food
(31.07%), shopping (24.98%), and life (13.88%), respectively.
These three categories cover 69.93% of all venues. The top
three categories are relevant to almost everybody’s daily-life.
For the other categories, they might only attract the interest of
a special group of users. For example, the “sports” category
will only attract people who enjoy doing sports, and the
“wedding” group would only be useful for people who are
preparing for marriage. We use Shannon Entropy to evaluate
the distribution of venue categories. We use k to represent the
number of categories, and use pi to denote the probability of a
venue belongs to the i−th category. We introduce the concept
of the category
distribution entropy H, using the formula
Pk
H = − i=1 pi log2 pi . For all venues, we can see that H
equals to 2.8707.
As a location-centric platform, it is also meaningful to
study Dianping from a geographic perspective. For each venue,
we can extract its location information from its profile in

terms of the longitude and latitude coordinates. Among the
506K venues we have crawled, about 86.21% are from China,
while the rest 13.79% are outside China. According to the
crawled data, Dianping venues are located in nearly 100
countries spreading over five continents. In Fig. 3(a), we show
the geographic information of 1% randomly sampled venues
in China. We can see that there are more venues in the
eastern part of China, especially in coastal regions. Among
the 34 province-level administrative divisions in China, in
terms of the percentage of venues, the top 5 divisions are
Guangdong (10.47%), Jiangsu (7.99%), Zhejiang (6.79%),
Shandong (6.78%), and Sichuan (5.73%). In Fig. 3(b) and
Fig. 3(c), we can see the venue distribution in the two largest
cities in China, i.e., Beijing and Shanghai. In both of these
two cities, we can find more venues in the city centers.
Regarding the verification information, among these venues,
6.87% of them are verified, while the rest 93.13% of them
are unverified. Although the percentage of verified venues is
not large, there are still more than 1 million verified venues,
which requires lots of efforts to verify all of them. We
also investigate the difference between verified venues and
unverified venues, in terms of the consumption per person
and environment/service rating. For verified venues with the
consumption per person information, 82.04% of them belong
to the “food” category, and accordingly we focus on these
venues. For these venues, the average consumption per person
is 52.27 CNY, the average environment rating (0-10) is 7.64,
and the average service rating (0-10) is 7.65. Differently,
for unverified venues belonging to the “food” category, the
average consumption per person is 43.11 CNY, the average
environment rating (0-10) is 7.03, and the average service
rating is 7.03. In other words, being a verified venue, normally
it offers a more expensive price, while it always provides a
better service and environment.
Among all venues, 4.89% of them have offered “group
buying” discounts. In average, each of them sells 3.63 “group
buying” products. Among these venues, 48.12% of them
belong to the “food” category, and 22.32% of them belong
to the “hotel” category. Therefore, “group buying” is more
relevant to these two categories of venues.
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off (P (k) ∝ k −α e−λk ) [2], lognormal (P (k) ∝ e− 2τ 2 )
and two-term exponential (P (k) ∝ aebk + cedk ). We use
the cftool (Curve Fitting Tool) in MATLAB to calculate
the fitting parameters and accuracy. To evaluate how well
a statistical model fits the data, we use the coefficient of
determination, i.e., the R2 value. The R2 value ranges from
0 to 1. An R2 value of 1 indicates the model fits the data
perfectly. According to our study, the distribution of real-time
reviews can be approximated by a two-term exponential model
(a = 0.08544, b = −0.3458, c = 0.01285, d = −0.02116).
The R2 value is 0.9885. According to Fig. 4, we can see the
distribution fits the model very well.
In the rest part of this section, we determine popular
venues according to the number of real-time reviews. Also,
we perform a temporal analysis of real-time reviews.
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2) Investigation of Popular Venues: In Dianping, some
venues are more “popular”, as they have more visitors. In this
paper, we rank a venue according to the total number of realtime reviews it has received, and denote the top 1% venues as
popular venues. According to Fig. 5, we can see that 62.64%
of popular venues belong to the “food” category. This number
is much larger than the percentage of the “food” category
venues among all venues. Dianping users are more interested
in visiting the venues belonging to the “food” category.
For popular venues, the category distribution entropy H
equals to 2.0474, which is smaller than the category distribution entropy of all venues (2.8707). Therefore, in terms of the
distribution of categories, the popular venues are less diverse.
We further check the verification attribute of popular venues.
We find that 39.63% of them are verified venues. This number
is much larger than the percentage of verified venues (6.87%)
in the whole Dianping platform. Therefore, being a verified
venue would be a positive indicator for attracting more visitors.
14
12
10
Percentage(%)

1) The Distribution of Real-Time Reviews: As a platform
for sharing experiences, UGCs are critical for describing a
venue. There are three UGC types in Dianping, i.e., checkins, real-time reviews, and standard reviews. Among the three
UGC types, we pay more attention to real-time reviews, as a
real-time review combines the advantages of a standard review
and a check-in. Each real-time review entry has a timestamp,
a publisher, a specified venue, some texts, and optionally
some photos. On one hand, it discloses a real-time event, i.e.,
showing that a user is visiting a certain venue. Compared with
standard reviews, real-time reviews can tell “when” somebody
visited a venue, instead of just showing people “have been to”
a certain venue. On the other hand, it provides some detailed
opinion about the venue, instead of just clicking the check-in
button. Therefore, the cost of posting fake real-time reviews
is much higher than conduct fake check-ins [16].
In total, the crawled venues have received 529033 entries of
real-time reviews, and the average number of real-time reviews
for each venue is 1.05. Among all venues, only 38995 venues
have some real-time reviews.
We plot the complementary cumulative distribution function
(CCDF) of this metric in Fig. 4. We further examine whether it
can be approximated by some classic distribution. We use four
representative distributions to find the best fitting function, i.e.,
power law (P (k) ∝ k −α ) [2], power law with exponential cut-

Car

Fig. 5: Popular Venues by Category
(Category Distribution Entropy: 2.0474)

Fig. 4: CCDF of Number of Real-Time Reviews Per Venue

B. Real-Time Reviews
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We also study the spatial distribution of popular venues.
According to Fig. 6, we can see 32.34% of the popular venues
are located in Shanghai, Guangdong, and Jiangsu, and 47.25%
of top venues are located in the five provinces shown in Fig. 6.
In other words, we can see the popular venues’ distribution is
more concentrated.
3) Temporal Analysis: In Fig. 7(a), we show the number
of real-time reviews in each year since 2010. We can see
that in 2010, only 294 real-time reviews have been posted.
In 2011, this number jumped significantly to 63,458. During
2012-2014, the number of real-time reviews stayed steadily.
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Fig. 7: Temporal Analysis of Real-Time Reviews

Besides performing temporal analysis from an evolutionary
perspective, we also look at the periodic patterns, i.e., from
both a weekly and daily point of view. We show the weekly
temporal distribution of real-time reviews in Fig. 7(b). We
can find the highest amount of real-time reviews are posted
on Saturdays and Sundays. Concretely, 18.60% of real-time
reviews are posted on Saturdays, and 17.62% of real-time
reviews are posted on Sundays. On Mondays, fewest (11.95%)
real-time reviews are posted. The maximum-to-minimum ratio
is 1.56. For the daily temporal distribution of real-time reviews
shown in Fig. 7(c), we can see that there are two peaks in a
day. One is between 11:00 and 15:00, and the other one is
between 17:00 and 21:00. 60.15% of real-time reviews are
published during these eight hours.
C. Analysis of the Venue Network
We use a graph model to characterize the connections
among venues. In this graph G = (V, E), each venue v acts
as a node within the set V . For two venues v1 and v2 , if there
are some “link” between them, we add an edge (v1 , v2 ) ∈ E.
Otherwise, there will be no edge between v1 and v2 . There
are different ways to determine whether two venues should be
linked. In this paper, we introduce a straightforward model. For
two venues have been visited by the same user, we conclude
that they are relevant, and an edge will be added in G. Note
that we only select venues with at least one review for the
graph G. For any two nodes in G, we compare all their realtime reviews to examine whether they have been visited by
the same user.
There are 82292 nodes and 2891821 edges in G. To analyze
this graph, we adopt three classic metrics, i.e., degree, clustering coefficient, connected components. The degree of a node
represents the number of edges connected to it. For a venue in
G, the degree denotes the number of venues it has connection
with. The clustering coefficient of a node is a measure of the
probability that two of its neighbors are connected to each
other. A connected component is a subgraph in which any
two nodes are linked to each other by paths. Also, for any
node in this subgraph, there is no path between any additional
node in the supergraph and itself.
Fig. 8(a) presents the distribution of the degree of nodes
in G. The average degree of G is 70.28. This value is
comparable with a number of mainstream OSNs, such as

Facebook (76.33) [14], and Renren (78.70) [5]. Specifically,
we can see the average degree of verified venues is 121.21, and
the average degree of unverified venues is 46.34. Therefore,
verified venues have a higher average degree.
Fig. 8(b) shows the distribution of the clustering coefficient
of nodes in G. The average clustering coefficient of G is
0.45. This value is much larger than mainstream OSNs such
as Facebook (0.164) [14], and Renren (0.063) [5]. In other
words, in the venue network, a node’s neighbors have a higher
probability to connect with each other.
The largest connected component (LCC) has 58729 nodes,
which covers 66.52% of all nodes in G. The sizes of the
five largest connected components are 58729, 8, 6, 5, 5,
respectively. Therefore, similar to most OSNs’ social graphs,
there is a single huge LCC in G, while the second largest
connected component has only 8 nodes. For the LCC, we
are interested in the distances between pairs of its nodes, as
measured by the shortest-path length. Fig. 8(c) demonstrates
the distribution of distances, and we can see the average
distance among node pairs is 3.01. In addition, the value of
the effective diameter [7], i.e., the 90th percentile value of all
distances, is 4. Therefore, the nodes in the LCC can reach
each other within few hops.
IV. R ELATED W ORK
There are a number of papers focusing on the user behavior
of LBSNs. Scellato et al. [12] explored the socio-spatial
properties among LBSN users in Brightkite, Foursquare and
Gowalla. Noulas et al. [10] analyzed the check-in patterns of
Foursquare users for a spatial-temporal perspective. Allamanis
et al. [1] studied the temporal evolution of the Gowalla network. All these work are conducted from a user’s perspective.
Researchers have also conducted measurement-based studies for Dianping. Zhang et al. [15] have found that there were
some malicious accounts on Dianping, and introduced several
location-based features to detect these accounts quickly. Jin
et al. [6] proposed LBSNRank, a personalized PageRank
algorithm for LBSNs, and used a data set crawled from
Dianping for their evaluation. Li et al. [8] studied the spam
reviews in Dianping, and explored the spatial and temporal
patterns of spam and spammers. Similarly, all these work are
done in a user-centric way, instead of analyzing the venues.
Although venues are critically important for LBSNs, there
are very few studies about venues. Vasconcelos et al. [13] in-
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Fig. 8: Analysis of the Venue Network

vestigated some key attributes of venue profiles in Foursquare.
However, their work did not cover UGCs, and geographic
properties of venues. Li et al. studied the venue popularity
in Foursquare [9]. This work also did not take UGCs into
account, and did not consider the relationship among venues.
V. C ONCLUSION AND F UTURE W ORK
In this paper, we present a comprehensive analysis of venues
in Dianping. We have crawled the profiles and real-time
reviews of more than 506K venues, and investigated them
from three different angles. Our results provide a detailed
understanding of key attributes in venue profiles, real-time
reviews for venues, and the linkage among venues. We have
the following key findings:
• The majority of venues in Dianping are related to people’s
daily-life. Considering the popularity, more than 60% of
the popular venues belong to the “food” category.
• The distribution of real-time reviews can be approximated
by a two-term exponential model. Users are more active
during the weekends, and there are two peaks of user
activities in a day.
• The venue network has a high average degree, and a giant
LCC, which is similar to social graphs of major OSNs.
However, its average clustering coefficient is much larger
than these social graphs.
For future work, we aim to investigate the following interesting problems related to Dianping venues.
• Platform resource provisioning: Analyzing the venues
would be very helpful for the LBSN operators to allocate
and adjust the resources of its service infrastructure. According to the spatial, temporal, and popularity properties
of the venues, the operators will be able to carry out a
cost-effective resource provisioning.
• Sentiment analysis: A review entry can reflect the opinion of a user for a venue. In this paper, we do not consider
the implication of the texts of each review. We plan to
use some sentiment analysis tool to see whether a user
likes or dislikes a venue. We can further study what type
of venues can make users happier.
• Venue recommendation: An accurate venue recommendation would be very useful in LBSNs. We plan to
consider the users’ mobility patterns and the historical

data of prospective venues together, and build a useraware venue recommendation module for LBSNs.
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