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Abstract

Interactive communication services as telephony
and video-conferences use the of existing

and the Internet more and more. The advantages 
are obvious. For example phone charges could be 
reduced But what about security? And if
the communications are protected, can the quality of
service be maintained? It is widely assumed that IPsec is 
inappropriate for the protection of real-time multimedia 

due to its not negligible computational and
overhead. To address this issue we measured

the performance of voice and video communications in a
LAN including a wireless hop. The data transmissions over 
the wireless hop occurred via IPsec (tunnel 
mode and encapsulated security payload ESP) or via plain

We evaluated the measurements in terms of network
parameters like loss, delay, and jitter and with respect to
perceived quality. In this paper we show that can be
used to secure multimedia communications over a wireless
link without noticeably degrading theperceived quality. 

1. Introduction

In this paper we analyze the impact of IPsec on
interactive multimedia communications. Many existing
multimedia applications like Media Player
or Netmeeting were developed without considering
security issues and consequently, they use RTP RTSP
or MMS respectively. These protocols provide no or
only rudimentary security services. Hence, a subsequent
integration of security services mostly requires the
modification of the applications. A contrary approach
would be the operation of InternetProtocol Security (IPsec) 
[8] which is a security protocol from the IETF (Internet 
Engineering Task Force) that provides authentication 
and encryption over the Internet. More precisely, IPsec
provides the security services of data integrity, message 
authentication, confidentialityand protection against replay 

attacks. But it must be taken into account that IPsec 
influences a communication act by enlarging the required 
bandwidth and by additionally delaying the data to be
transmitted. In case of running IPsec in tunnel mode with
encapsulatingsecurity payload (ESP) a overhead of at least
44bytes is added to each IP-packet:

ESP header (8 bytes),

padding length + next header 4 bytes),

integrity check value (12 bytes) and

outer IP-header (20bytes).

We transmitted audio and video streams over a test-bed
while monitoringnetwork parameters (loss, delay, etc.) and
specifyingthe perceptual This is explained in detail in
Section4.

In [2] the authors evaluated the performance of data
transmissions with IPsec over and networks.
The presented results show that IPsec obviously degrades 
the network performance in terms of throughput and
to-end delay. The quantitative findings differ significantly
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Figure 1: Test-bed Setup
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Figure 2 Signal quality of all measurementsIPsec tunnel enabled (left) IPsec tunnel disabled (right) 

from our observations presented in this paper. The
different comportment might result from varying IPsec
implementations. While the performance of the computers 
and hardware is comparable, we used the
native IPsec implementation which is part of the kernel 
of Linux 2.6.5 whereas the authors of [2] used KAME 
19990810-stable.

Besides this, the authors of [6] claim that IPsec is not
suitable for the protection of real-time audio transmissions 
as the IPsec related enlargement of packets and the usage 
of the Cipher Block Chaining (CBC) mode contradict the 
stringent requirements. According to the authors, the 
IPsec overhead of at least 44 bytes for each IP-packet
noticeably decreases the transmission quality. Moreover, 
the fact that the CBC mode combines the previous block 
of ciphertext with the current block of plaintext before
encrypting it, results in a higher error rate. On the basis of
the conducted experiments we demonstrate that both effects
mentioned by the authorsare negligible.

The remainder of the paper is structured as follows.
Section 2 describes our experimental setup. Subsequently, 
in Section 3 we discuss existing security threats and
in addition, we specify the parameters of the video 
respectively audio applications. In Section 4 the results of
the conducted experiments are presented and discussed and
finally, in Section 5 we concludethe paper.

2. Experimental Setup 

In order to examine the impact of IPsec on the quality of
serviceof media streams (voice and video) transmitted over
a wireless LAN, we set up the test-bed depicted in Figure 1.
It consisted of four Linux computers forming a loop with a 
wireless hop and a fifth computer that was optionally used
to create (wireless) background traffic. Thereby one system 
was simultaneouslyused as sender and receiver in order to 
avoid the problem of clock synchronizing, The evaluation
of delay and jitter of a media stream is straightforward

and more accurate by using only one clock. The media
streams were transmitted along the loop, including the
wireless link which optionally could be protected by the
IPsec protocol. The wireless link could be replaced by an
Ethernet link using a cross-connect cable. This enabled us
to make reference measurements to clearly distinct effects
caused by IPsec and the wireless link. 

The wireless base station was put behind a wall about
10 m away of the receiving computer. The bit-rate was 
fixed at 11 Mbps. During the measurements nobody was
in the lab with the test-bed in order to avoid unequal
channel conditions. We alternately switched IPsec (tunnel 
mode and ESP) on and off between measurements. On the
one hand these arrangements shall ensure fair conditions
for the comparison of measurements with and without 
IPsec. The state of the wireless link should be as equal as
possible during measurements. Figure 2 depicts-divided
into the cases IPsec on and off - the Received Signal
Strength Indicator (RSSI) for the endpoint over the
simulation runs. A RSSI value of 92 represents an optimal
wireless link whereas a link with a RSSI value of about 17
starts to drop packets. The average link quality throughout 
the experiments was 15.4 with a standard deviation of 0.9.
The graphs show that during the measurements the channel 
conditions were nearly constant. On the other hand we
wanted to test our setup under preferably realistic terms. 
Since one cannot have both (equal and realistic conditions)
we carefully adjusted the physical position of the base
station so that about 10 packet losses occurred even in 
the controlled lab environment.

3. Scenario

Mobile employees connecting to their company’s
intra-net or (video) phone their colleagues might use local
wireless access points. Each communication activity might 
be compromised by passive or active attacks:
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Figure 3: Video profiles: High-motion video (left) and Low-motion video (right) using B-frames (top) and without B-frames
(bottom)

Passive attacks: Eavesdropping on protocol data units

Active attacks: Delay, replay, deletion and insertion of

provides the security services of data confidentiality,
message entity authentication, data integrity and 
protection against replay attacks. On the other hand

produces overhead, both computational and
protocolary. Consequently, could cause additional IP
fragmentation, since the protocol overhead could overflow
the MTU. As mentioned in Section 1 it is expected that 
this overhead could render real-time media transmissions 
impossible.

We decided to measure the overhead of IPsec over 
WLAN and its impact on a video-conferencingsystem and 
on VoIP telephony. The actual parameters of the
conferencing system and of the VoIP setup are explained in
the following paragraphs. 

PDUs.

3.1. Video Parameters 

We used two video sources with different dynamics, one 
video with highly dynamic content (actually a cut-out from
the action movie “Mission Impossible and one with
low dynamics (a student reading-out a newspaper). We
call these sources HM (high-motion)and (low motion)
video. Both were encoded with two different MPEG-4

coders, namely a commercial encoder made by the
Berlin and FFMPEG The videos are in CIF-format
(352x288) with 25 frames per second and 4500 frames
(180 seconds) long. Table 1 shows the differences of the
video parameters and Figure 3 illustrates the dynamics of
each video.

3.2. Parameters

For the telephony over IP scenario we used a standard
G.711 encoder with a constant bit-rate of 64 kbps. The
G.711 implementation includes an encoder, decoder and
loss concealment algorithm. The packets were transmitted 
using RTP. Only one VoIP connection at a time was
allowed since in our target scenario the mobile user will
not phone to more than one partner at the same time.
But it might exist background traffic caused by,
file transmissions, surfing activities or a coexistent video

Name GOP Bit-rate

500 kbps
kbps

Table 1: Parametersof video sources
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transmission. Possible background traffic might influence
the perceptual quality due to additional delay or losses. We
applied background traffic with constant bit-rates of 0 to
4 Mbps.

3.3. System performance

We measured the averageUDP throughput of our system 
to be sure that the setup supports the media bit-rates.
Figure 4 depicts the UDP throughput over the UDP packet
size for the cases IPsec on and off. The offset between the
curves is the overhead caused by the IPsec tunnel including 
encryption delay and overhead by additional IP and IPsec 
headers. The sharp bend in the curves is caused by the IP
fragmentation overhead. Normally, IP needs to fragment 
packets with a UDP payload greater than 1472 bytes
(additional 8 bytes UDP header plus 20 bytes IP header
exceed the MTU of 1500 bytes for Ethernet). If the IPsec 
tunnel is enabled, IP starts to fragment at 1416 bytes UDP
payload.

4. Measurement Evaluation andResults

We sent every video several times with different
maximum packet sizes, namely 100,128,256,512,
1024and 1472bytes UDP payload size. Frames bigger than
the packet size were split. We measured the sending time
of every packet as well as its arrival time. The frame delay 
is calculated as the difference between arrival of the last 
packet of a frame and the sending time of its first packet. 
A frame is considered lost, if one of its packets is
Loss rates are calculated per frame type and as overall
frame loss. The perceptual video quality is calculated as 
the percentage of frames with a MOS (mean opinion score) 
worse than that of the sent video. This method is explained
more detailed in

The measurements were performed several times
with an increasing amount of wireless UDP background 
traffic. Loss rates, end-to-end delay, jitter and other effects 
like duplication are subsumed and expressed with the
factor. We calculated the R-factor using the framework
described in

4.1. Video

We transmitted the videos H M I , LMI , HM2 and LM2
over the test-bed while monitoring loss-rate, jitter and
delay. For this as well as for the perceptual video quality 
evaluation we used the tool-set described in In the
following when about packet size, we mean the
UDP payload aka SPDU. The overall frame loss-rate over 
the packet-size for each video (starting at the top left 
comer with the video H M I ) is depicted in Figure 5. All
frames were treated equally throughout the evaluation of 
the overall frame loss-rate (no differentiation between I-, P-
and B-frames). The figure shows that in case of a minimal
video transmission packet size of 256 bytes the impact of
operating IPsec is not noticeable in terms of a higheroverall
loss rate. We also evaluated the frame-specific loss-rates.
The results showed a higher loss-rate for I-frames for both
(IPsec on and off) setups. Since the relative differences
showed the same picture as the overall loss-rates, we don’t
show the frame-specific loss-rates here. For packet sizes 
below the threshold value of 256 bytes, the influence of 
IPsec increases significantly, that is for the parameters of
our test-bed.

Next, we turned the focus towards the transmission
delay. Figure 6 depicts the cumulative distribution function 
over the end-to-end delay for each video comparing the
cases IPsec on and off for multiple packet sizes. The top 
left sub-figure shows the curves for the transmission of the
video using the packet sizes of 64,256 and 512 bytes.
Each sub-figure points out that IPsec causes an additional
latency, as each curve representing an IPsecprotected video
transmission lies above the curve that shows the result 
for the same video transmission with IPsec turned off.
The sub-figures show that the packet size used throughout
a video transmission quantifies the IPsec overhead (the
smaller the packets, the larger the difference between IPsec 
and plain IP). Moreover, in order to respect the restricted 
buffers of video players, we inserted in each sub-figure
a line of constant delay (200 ms). The depicted curves 
demonstrate that the player’s buffer of the chosen 200 ms
definitely runs empty when transmitting a video in packets
of size 64 bytes. In addition, the figures show that the 
end-to-end delay is influenced by the video profile. The
videos and HMI are encoded such that both include
B-frames, which are smaller than I- or P-frames due to
the fact that they are bidirectionally predicted (a B-frame

Proceedings of the 19th IEEE International Parallel and Distributed Processing Symposium (IPDPS’05) 
1530-2075/05 $ 20.00 IEEE



100

90
80

-
100

90
80
70

20
10

0
100 1000 10000

UDP packet [byte]

100

80

-

20

_-l o0

-

20
l o
0

- -

10 100 1000 10000

UDP packet 

100

80

-

--l o0

10 100 1000 10000 10 100 1000 10000

UDP packet UDP packet byte]

Figure 5: Frame loss rate of the videos HM2, LM2 (top left to bottom right) 
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dependson the frames it is surrounded by). The videos 
and solely consist of I- and P-frames. Accordingly 
the overall size and respectively the end-toend delay of
both video increases.

Besides the frame-specific end-to-end delay we also
measured the overall video transmission time which is
shown in Figure 7 for the videos HMI and Both
figures show the overall transmission time over the packet 
size for the cases turned on and off. The overall
transmission time is the period of time that starts with
the sending of the first frame and which ends with the
reception of the last one. The figures show that the overall 
transmission time decreases for increasing packet sizes. 
A reason therefor is that the WLAN - the link with
the lowest transmission rate - is the bottleneck of the
transmission path. With the demand for a constantgood-put
rate it applies that the smaller the packet size, the higher
the packet rate. Consequently this influences the WAN,
as the higher the packet rate the more often the WLAN is
occupied which again targets the mechanism.
Correspondingly, the base station receives the packets 
faster than it transmits them and accordingly the packet
queue fills up. IEEE 802.3 [7] includes a flow control
mechanism in order to optimize throughput. In case that
the packet queue is filled up to a certain threshold value,
the base station sends a so-called message to the
link partner in order to stop it from sending for a specified
length of time. Further on, the MAC control sub-layer
continues to transmit PAUSE frames with the programmed
idle time as long as the threshold has been exceeded. If
the queue falls under the threshold prior to the expiration 
of this time, another PAUSE frame is sent with a zero
time specified to re-enable transmission, referred to as

For our test-bed this means that the base station
informs its link partner - the video sender - to stop 
sending the video for a specific amount of time. The effect
of the Ethernet flow control mechanism is illustrated by
Figure 8. If the packet arrival rate is too high the flow
control mechanism regulates the transmission rate of the

sender which results in a longer overall sending time.
Without the flow control mechanism the sender would
continuously send at a constant rate and consequently the
loss rate would be higher. This delayed sending due to the 
Ethernet flow control is in fact a problem for real-time,
respectively interactive applications. The play-out buffer 
of the receiving application would run empty and a rate
controlmechanism would throttle the sender.However, this
issue is not relevant for the issue discussed here, which is
the between transmissions over plain IP and over

Figure 9 shows the average perceptual quality of the
video transmissions. For packet sizes above 256 bytes there 
is no perceivable quality difference between plain IP and

for the video even packet sizes as small as
bytes lead to no observabledifferences.

However, in real-time or interactive applications, not 
only the absolute end-toend delay is important. The
packet or -frame time at the receiver should not be greater
than that at the sender. Otherwise it would cumulate and
cause additional loss due to play-out buffer under-runs at
the receiver. This concept is explained in, This

1 WLAN

30
1030 1080 1130 1180 1230 1280 

Figure 8: Cut-out of inter-frame time of video at 
sender
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cumulativejitter leads to additional loss by frame dropping 
due to an occasional empty play-out buffer. We calculated
the cumulative jitter following the algorithm explained in
the before mentioned paper. variations of the method
were necessary. First, we used the inter-frame time of the
sender instead of the generation time. We need to do this for
compensating the effect of the flow control. Furthermore, 
we altered the algorithm for the case of frame loss.

Figure 10 depicts the according results. It shows the
R-factor over the background traffic for the cases 
on and off. The figure clearly shows that the quality 
of the transmitted audio data is neither degraded by
the background traffic nor by a protection with IPsec.
Concluding, we state that the receiver would not remark a 
difference- in terms of the audio quality-between a 
transmission that is secured with IPsec and a transmission 
via plain IP.

4.2. Voice-Over-IP

In a further set of experiments we analyzed the impact 
of on the quality of the transmitted audio
But as we did not observe any packet loss for the described
test-bed setup, we changed the configuration. We placed
the base station such that the link conditions were good 
and furthermore, we used a fifth system-which is also
depicted in Figure 1 - in order to create a specified
amount of constant bit rate background traffic over
the wireless LAN.Throughout the experiments we varied
the data rate of the background from 0 up to 
4 Mbitls. The latter case produces an overload situation
for the For the assessment of the transmitted VoIP
packets we used the framework of Between the
experiment runs we varied the parameters: 

IPsec on off and Figure 1 0 R-factor of VoIP measurements

background traffic (UDP CBR).
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5. Conclusions

The main result of our experimental study is that, in
contrast to a widespread assumption, IPsec is suitable 
for the protection of real-time respectively interactive
communications, even when using a wireless link. On the
basis of video and voice transmissions over a
we analyzed the impact of an IPsec tunnel in terms of
network metrics like loss, delay and jitter and with respect
to the perceptual quality. Providing an infrastructure
with adequate bandwidth, the influence of is not
noticeableby the user. The already small differences in the 
network metrics are not detectable in the perceptual quality
anymore.

Additionally, it has to be taken into account that in case
of a network overload situation,e. g., due to a bad wireless
link, the Ethernet flow control intercepts and makes a real-
time transmission impossible because a constant sending 
rate can not be guaranteed. This is not the case when no 
local flow control throttles the sender. The then occurring 
losses would trigger the end-to-endrate control mechanisms 
included in interactiveapplications.

Summarizing, the IPsec drawbacks which are often 
mentioned with respect to interactive communications, 
namely the enlargement of the IP packets and the
consecutive faults (caused by Cipher Block Chaining) do
not have an impact on the perceptual quality.
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